Introduction of RSS-CB

To prepare this introduction, I wrote a version. While it may not be what I deliver at the meeting, it contains the points I wish to cover. I therefore post it.

My understanding is that the audience for this presentation will include both executives and practitioners. The two groups have different needs. Recognizing how we are all funded, though, let’s start with something directed to executives.

What is RSS? In November, when I looked it up in Wikipedia, I was directed to a disambiguation page, http://en.wikipedia.org/wiki/Rss. My favorite entry on that page was Random Shutdown Syndrome.

But the relevant one is the first, file format, http://en.wikipedia.org/wiki/RSS_%28file_format%29. You’ll notice that this looks like another disambiguation page, with three different standards named at the top. I’ll get to that in a minute. First, look at the start of the usage paragraph, http://en.wikipedia.org/wiki/RSS_%28file_format%29#Usage. 

On November 21, that paragraph started with, “RSS is a simple XML-based system that allows users to subscribe to their favorite websites.” That’s true, although as you’ll see we want to do use RSS for more than that. (If we succeed, perhaps we’ll change the Wikipedia entry.)  But in the RSS we’ve defined so far, we’ve laid out a simple, XML-based system for users to subscribe to web sites or sections thereof. In New York, for example, we have the RSS subscriptions found at http://www.newyorkfed.org/rss/index.html. 

These are all traditional RSS feeds, for news of different topics that the New York Fed makes available: banking, research publications, events, and so on.  We – the group here – also have in mind using RSS to deliver small bits of information to customers interested only in those small bits of information – a particular exchange rate, say, or one variety of the overnight lending rate. This is where we find the description of RSS as a way to subscribe to a web site inadequate; we want to use it to allow customers to subscribe to particular data. I’ll get back to that.
But first, RSS isn’t the only way of getting users information from different web sites. Before RSS, people – people who will be in the room when I give this presentation – engaged in a process called screen scraping, in which they’d set up processes that automatically pull information from a set of web sites. However, this breaks down when a web site being scraped changes design. It requires custom logic for each different web site. It has to deal with the inconsistencies and types of information offered on different sites. Basically, it’s a temporary fix. People could also go out and collect information manually, but this is labor-intensive.
RSS solves the problems of screen-scraping and manual aggregation. The sites say what they have, and make it available in a uniform way amenable to easy aggregation. There’s no worry about consistency; following the RSS format requires publishing certain information in certain ways. So far so good.

But you’ll recall that multiplicity of RSS formats, although really the choice is now between RSS 1.0 and 2.0. You should think of these as names rather than as a predecessor and successor; they are competing specifications. RSS 1.0, RDF, or Rich, Site Summary, is a bit more complex, and it might take someone with technical skills an hour or so to master it. It has a serious-looking specification, at http://web.resource.org/rss/1.0/spec. RSS 2.0, on the other hand, is Really Simple Syndication. It looks less serious – when I outlined this talk, there were clip-art flowers on their page, at http://blogs.law.harvard.edu/tech/rss. It can be mastered in minutes.
The requirement that RSS carry data snippets made the choice between RSS 1.0 and 2.0 easy for us. Both competing specifications are adequate for news feeds, the traditional use of RSS. Only RSS 1.0, though, is practicably extensible. That is, only RSS 1.0 gives us a supported and practical method for adding information we find necessary to use RSS to publish data snippets. RSS 2.0 is theoretically extensible, but it is not used that way in practice.

The extensibility of RSS 1.0 has another benefit. The content of an RSS file is metadata, that is, information about the underlying information, such as the underlying information’s location, title, and date. In RSS 2.0, these metadata take a form suited exclusively for RSS. In RSS 1.0, the metadata take a more general form. 
You may recall the expansion of the acronym in RSS 1.0 to RDF Site Summary. RDF is the Resource Description Framework. In it, the metadata are stated in a way that can be used for any purpose whatsoever, not only RSS. We, as central banks, will have other purposes for these metadata. One hint comes from looking at the W3C’s RDF page, http://www.w3.org/RDF/. There’s a lot of material there, but note that at the top there’s a statement that this page is complete, and that new work is being reported on the Semantic Web Activity home page, http://www.w3.org/2001/sw/. RSS 1.0 positions us to participate in the semantic web, which uses RDF metadata to facilitate all sorts of data sharing. Take a look at the semantic web home page. By using RSS 1.0 rather than 2.0, we’re positioning ourselves to take advantage of this.  

So far, this has all been about RSS in itself, and not about RSS-CB – a central bank extension of RSS. But what’s the advantage of central banks coming together and collaborating on our own extensions? Why don’t we all simply do this on our own?

There are two reasons, each benefiting a different constituency. For us as producers of RSS, sharing our effort and developing expertise reduces our burden. We’ve already put a significant effort into finding an RSS representation that works for all of us. The difficulty was not in finding something that we can all agree to, but in finding something that works for central bank information. We’d each have needed to come to the same place by ourselves. We’ve made a significant effort, and we’ve reduced our overall burden.
We’ve also reduced the burden for consumers of our information. If we all deliver parallel information in the same way, our consumers can create unified processes to handle that information, including its extensions, with guarantees that we will provide what we have contracted to provide. These benefits to consumers of central bank information grow as this group grows.
In building our specifications, then, we need to satisfy different groups. In particular, we need to satisfy:

· Ourselves, as producers of information

· Ourselves, as users of that same information for other purposes

· Human consumers of our information, as readers

· Automated consumers of our information

· Aggregators

So far, we’ve created a specification and user guide for news feeds, and started on data feeds. It’s been an interesting process. The specification, at http://www.centralbanks.org/wiki/index.php/Specification, was reasonably complete, we thought, this summer. Then – I’ll speak of the New York experience – we went to tailor our feeds to follow it, and found that there was more to discuss, and began a discussion of channel titles and item titles on our wiki. I hope that when I present this, we will have resolved that a day earlier. We’ve also begun specifying the data part, at http://www.centralbanks.org/wiki/index.php/RSS-CB_for_statistical_data. We’ll see what surprises that brings.
